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Road	  map	  

•  Six	  slides	  on	  scope	  
•  Two	  concepts	  of	  reproducibility	  
•  Basic	  concerns:	  	  
–  Experimental	  design	  
– Archive	  design	  and	  management	  
–  Reproducible	  interpreta7on	  and	  repor7ng	  
– Audit	  support 	  	  

•  Examples	  
•  Exercises	  



A	  three-‐phase	  rubric	  for	  large	  genomic	  
data	  ac7vi7es 	  	  

•  QAN:	  Quality	  assessment	  and	  normaliza7on	  
– Data	  will	  be	  discarded	  
– Data	  will	  be	  changed	  to	  facilitate	  comparison	  

•  A4I:	  Assembly	  for	  interroga7on	  
– Data	  will	  be	  labeled	  with	  ad	  hoc	  tokens	  
–  Samples	  must	  be	  coordinated	  with	  various	  forms	  of	  
metadata	  

•  DRF:	  Discovery	  and	  repor7ng	  of	  findings	  
–  You	  will	  try	  many	  things	  and	  need	  to	  exhibit	  them	  all	  
– Whatever	  works	  will	  be	  worthy	  of	  packaging	  for	  reuse	  



Some	  processes	  and	  aXributes,	  tools	  





Summary	  

•  Contemporary	  experiments	  involve	  complex	  
protocols,	  large	  data	  volumes,	  extensive	  
transforma7on	  and	  interac7ve	  analysis	  

•  Management	  requirements	  are	  substan7al	  but	  
distributed	  –	  wet	  lab,	  IT	  (data	  and	  so\ware	  
support),	  intellectual	  collabora7ons	  

•  Genome	  scale	  studies	  aXract	  par7cular	  
concern	  owing	  to	  risk,	  cost,	  impact	  







Two	  concepts	  of	  reproducibility	  

•  Concrete	  reproducibility:	  Given	  the	  data,	  party	  B	  
can	  compute	  the	  tables	  and	  figures	  of	  the	  paper	  
by	  party	  A	  

•  Substan7ve	  reproducibility:	  Given	  the	  
experimental	  design/protocol	  of	  the	  paper	  by	  
party	  A,	  party	  B	  can	  reach	  compa7ble	  conclusions	  
on	  independently	  collected	  data	  

•  N.B.	  
– Neither	  are	  guaranteed	  even	  when	  A	  and	  B	  are	  in	  the	  
same	  lab	  

– A	  and	  B	  may	  be	  the	  same	  person	  at	  different	  7mes	  



Issues	  with	  these	  no7ons	  of	  
reproducibility	  

•  Concrete	  reproducibility	  seems	  empty	  –	  says	  
nothing	  about	  correctness/reliability	  
–  If	  the	  work	  IS	  correct,	  achieving	  concrete	  
reproducibility	  adds	  value,	  ensuring	  reusability	  and	  
extensibility	  of	  original	  components	  

•  Substan7ve	  reproducibility	  is	  a	  sine	  qua	  non	  for	  
scien7fic	  progress,	  but	  not	  formalized	  

•  A\er	  a	  discussion	  of	  design	  and	  substan7ve	  
reproducibility,	  we’ll	  focus	  on	  reducing	  barriers	  to	  
concrete	  reproducibility	  



Key	  quan77es	  for	  scien7fic	  
measurement	  protocols	  

•  Bias:	  difference	  between	  average	  of	  measured	  
quan77es	  and	  the	  biologic	  constant	  to	  be	  
es7mated	  (e.g.,	  actual	  fold	  change	  or	  rate)	  

•  Variance:	  average	  squared	  departure	  of	  individual	  
measurements	  from	  the	  biologic	  constant	  to	  be	  
es7mated	  
–  Technical	  variance:	  errors	  of	  measurement,	  only	  of	  
metrological	  interest	  

–  Biologic	  variance:	  ``true’’	  fluctua7ons	  in	  proper7es	  
between	  individuals,	  over	  7me,	  in	  response	  to	  
treatment	  …	  this	  kind	  of	  variance	  is	  our	  key	  concern	  



Experimental	  design	  

•  Good	  experimental	  design	  is	  fundamental	  to	  
substan7ve	  reproducibility	  

•  Genome-‐scale	  experiments	  have	  widely	  distributed	  
design	  components	  (sample	  collec7on,	  wet	  lab(s),	  
assay	  execu7on,	  digi7za7on,	  normaliza7on,	  filtering)	  

•  Experimental	  design	  is	  the	  prospec7ve	  systema/c	  
analysis	  of	  sources	  of	  bias	  and	  variance	  affec7ng	  
experiment	  interpreta7on	  leading	  to	  a	  measurement	  
protocol	  whose	  outcomes	  have	  good	  proper7es	  –	  low	  
technical	  bias	  and	  variance,	  good	  recovery	  of	  
biological	  varia7on	  of	  interest	  



Reducing	  technical	  bias	  

•  Blocking	  and	  randomiza7on	  
•  Example:	  16	  samples,	  8	  treated,	  8	  controls,	  
two	  8	  array	  chips	  

•  What	  do	  we	  need	  to	  assume	  if	  we	  want	  an	  
unbiased	  es7mate	  of	  difference	  if	  all	  treated	  
samples	  are	  assigned	  to	  chip	  1	  and	  all	  controls	  
to	  chip	  2?	  	  Suggest	  a	  formalism	  and	  show	  how	  
different	  alloca7ons	  allow	  weaker	  
assump7ons.	  



Simple	  formalism	  

•  Yi	  is	  measurement	  on	  sample	  i,	  i	  =	  1,	  …,	  16	  
•  Yi	  =	  μ	  +	  δti	  +	  θci	  +	  εi	  	  where	  ti	  	  is	  1	  if	  sample	  i	  is	  
treated,	  0	  otherwise,	  ci	  is	  1	  is	  sample	  i	  is	  allocated	  
to	  chip	  1	  and	  0	  otherwise,	  and	  εi	  	  	  is	  a	  random	  
disturbance	  with	  mean	  zero	  and	  variance	  σ2	  	  	  	  

•  Bind	  columns	  1,	  t	  and	  c	  together	  and	  you	  get	  the	  
``design	  matrix”	  	  

•  Give	  precise	  defini7ons	  of	  δ	  and	  θ	  and	  consider	  
how	  proper7es	  of	  es7mates	  of	  these	  parameters	  
depend	  on	  the	  structure	  of	  the	  design	  matrix	  



Before	  treatment	  

•  Suppose	  the	  samples	  are	  apparently	  
homogeneous	  

•  How	  should	  we	  choose	  the	  ones	  to	  be	  
treated?	  

•  How	  should	  we	  administer	  the	  treatment?	  



Within	  each	  chip	  

•  Suppose	  we	  decide	  to	  place	  4	  controls	  and	  4	  
cases	  on	  each	  chip.	  

•  What	  do	  we	  need	  to	  assume	  about	  loca7on	  
effects	  to	  obtain	  unbiased	  es7mates	  of	  
treatment	  effects?	  

•  How	  can	  we	  compare	  placement	  schemes	  
with	  respect	  to	  bias	  reduc7on?	  



Design	  and	  reproducibility	  

•  A	  confounded	  design	  leads	  to	  es7mates	  of	  effects	  
of	  interest	  that	  are	  sensi7ve	  to	  extraneous	  
aspects	  of	  execu7on	  of	  the	  experiment	  

•  Failure	  to	  record	  details	  of	  design	  may	  not	  
interfere	  with	  concrete	  reproducibility,	  but	  
ques7ons	  of	  interpretability	  will	  persist	  

•  Upshot:	  Take	  care	  with	  design	  and	  record	  and	  
propagate	  as	  much	  informa7on	  about	  it	  as	  
possible	  (MAGE/MIAME/etc.	  are	  models)	  



Archive	  design	  and	  management	  

•  How	  do	  you	  store	  your	  data?	  	  How	  do	  you	  
document	  it?	  	  If	  you	  leave,	  how	  easy	  is	  it	  for	  
co-‐workers	  to	  con7nue	  your	  progress?	  	  If	  you	  
stop	  for	  a	  while,	  how	  easy	  is	  it	  to	  restart?	  

•  Tradeoff:	  complex	  structures	  for	  archiving	  
(e.g.,	  MAGE-‐OM)	  are	  self-‐documen7ng	  but	  
costly	  to	  learn/deploy;	  simple	  structures	  may	  
not	  be	  recoverable	  when	  loosely	  coupled	  
documenta7on	  on	  formasng	  is	  misplaced	  



Early	  Bioconductor	  strategy	  

•  Persistent	  and	  performant	  data	  archives	  for	  
microarray	  experiments	  can	  be	  values	  of	  R	  
variables,	  so	  that	  any	  desired	  transforma7on	  
of	  the	  experimental	  data	  can	  be	  programmed	  
as	  a	  `straight’	  R	  func7on	  

•  ExpressionSet	  class,	  instances	  respond	  to	  
exprs(),	  pData(),	  fData(),	  annota7on(),	  lmFit(),	  
MLearn()	  and	  so	  on	  



Gaining	  mileage	  with	  container	  and	  
workflow	  designs	  

•  ExpressionSets	  for	  classic	  experiments	  
(Spellman	  (yeast	  7me	  course),	  Gasch	  (yeast	  
stress),	  harbChIP	  (yeast	  ChIP),	  Golub
(expression	  in	  cancer),	  Neve	  (expression	  +	  
aCGH),	  MAQC,	  hmyriB36	  (expression	  +	  
hapmap),	  …)	  

•  Using	  R	  packages	  for	  distribu7on	  allows	  
coordina7on	  with	  documenta7on,	  par7cularly	  
detailed	  vigne6es	  	  



Bioconductor	  experimental	  data	  set	  
archive	  



Drilling	  to	  RNAseqData	  



Drilling	  to	  a	  tutorial	  data	  package	  



Drilling	  to	  the	  vigneXe	  



A	  workflow	  schema	  in	  the	  vigneXe	  



Illustra7on	  of	  a	  container	  



Upshots	  

•  Mature	  analyses	  involve	  substan7al	  data	  
reduc7on	  and	  interes7ng	  analyses	  and	  
visualiza7ons	  

•  These	  can	  be	  organized	  into	  R	  packages	  with	  self-‐
contained	  documenta7on	  according	  to	  
established	  protocols	  

•  Inclusion	  with	  Bioconductor	  supports	  portability	  
and	  distribu7on	  

•  Even	  if	  you	  won’t	  distribute	  your	  data	  package,	  
using	  the	  discipline	  or	  one	  func7onally	  equivalent	  
has	  substan7al	  benefits	  



Technical	  steps	  for	  a	  data	  package	  
(public	  or	  private)	  

•  Choosing	  cooked	  data	  representa7on	  and	  its	  
incorpora7on	  into	  a	  package	  
–  If	  a	  class	  instance	  in	  a	  .rda	  serializa7on,	  could	  go	  
stale	  

– Could	  store	  raw	  and	  use	  .onLoad	  to	  populate	  
container	  obeying	  current	  defini7on	  

•  Building	  package	  and	  documenta7on	  

•  Building	  a	  good	  vigneXe	  



What	  is	  a	  vigneXe?	  

•  Two	  basic	  criteria	  for	  a	  document	  
– Narrates	  a	  mul7step,	  mul7component	  analysis,	  
providing	  details	  of	  computa7on	  and	  interpreta7on	  

–  Is	  computable,	  can	  raise	  error	  condi7ons,	  has	  
verifiable	  output	  

•  Typically	  a	  vigneXe	  is	  composed	  in	  Sweave	  (LaTeX	  
+	  R)	  and	  placed	  in	  a	  specific	  package	  folder	  

•  Alterna7ves	  to	  LaTeX	  are	  available	  if	  necessary	  



Construc7ng	  a	  package	  and	  a	  vigneXe	  

•  package.skeleton()	  will	  create	  folders	  and	  
templates	  for	  documenta7on	  

•  Composi7on	  with	  LaTeX	  involves	  a	  markup	  
that	  can	  be	  complex,	  can	  have	  a	  tutorial	  
session	  if	  desired	  

•  Bridging	  to	  Sweave	  involves	  ``literate	  
programming’’,	  where	  LaTeX	  narra7on	  is	  
interlarded	  with	  escapes	  to	  R	  code	  







Fostering	  reproducibility	  and	  
extensibility	  of	  analysis	  work	  

•  Use	  well-‐annotated	  containers	  to	  manage	  
complexity	  of	  inputs	  

•  Use	  versioned	  metadata	  to	  manage	  effects	  of	  
external	  evolu7on	  of	  biological	  knowledge	  

•  Drive	  the	  analysis	  with	  one	  or	  more	  Sweave-‐
based	  vigneXes,	  so	  that	  the	  main	  computa7ons	  
are	  scripted	  and	  runnable	  via	  Sweave()	  

•  Use	  caching	  to	  reduce	  recomputa7on	  of	  complex	  
objects	  when	  the	  steps	  leading	  to	  their	  crea7on	  
are	  sound	  



Recap	  	  

•  Data/analysis	  flows	  from	  genome	  scale	  
experiments	  are	  complex	  and	  require	  detailed	  
management	  

•  Good	  experimental	  design	  minimizes	  bias	  and	  
extraneous	  varia7on:	  substan7ve	  
reproducibility	  

•  Container/package/vigneXe	  disciplines	  reduce	  
organiza7onal	  and	  recovery	  complexity,	  foster	  
concrete	  reproducibility	  and	  extensibility	  



A	  high	  profile	  paper	  and	  some	  
reproduc7on/extensibility	  exercises	  







What	  can	  we	  do	  to	  make	  this	  finding	  
concretely	  reproducible?	  	  Extensible?	  



Vulnerabili7es:	  hg18,	  
100bp	  window,	  	  
5%	  sensi7vity	  threshold,	  
GC	  content	  bias	  reduc7on,	  
4	  PC	  (SVA-‐like),	  
cis	  radius	  

Some	  sensi7vity	  analyses	  
described	  



New	  direc7ons	  in	  feature/test	  
volume?	  

•  DNase-‐seq	  read-‐counts	  were	  assembled	  in	  a	  
100bp	  7ling	  of	  the	  genome,	  so	  30	  million	  scores	  
per	  individual	  

•  dsQTL	  analysis	  involves	  associa7ng	  ~30	  million	  
imputed	  SNP	  with	  each	  of	  these	  scores;	  cis	  
filtering	  reduces	  volume	  considerably	  

•  How	  should	  we	  manage	  the	  basic	  quan77es?	  
–  Stage	  1:	  SummarizedExperiment	  demo	  
–  Stage	  2:	  integra7ve	  DHS+genotype	  container	  
permisng	  very	  high-‐volume	  tes7ng	  with	  small	  
footprint	  



The	  dsQTL	  experimental	  data	  package	  
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Recap	  

•  Tight	  binding	  of	  metadata	  to	  assay	  data	  for	  many	  
millions	  of	  features	  per	  sample	  

•  Fast,	  idioma7c	  query	  resolu7on	  using	  genomic	  
coordinates	  

•  X[G,	  S]	  has	  values	  for	  selected	  features	  and	  
samples,	  responds	  to	  any	  method	  on	  X	  

•  Relax	  restric7ons	  on	  the	  “back	  end”	  when	  the	  
resources	  are	  really	  massive	  

•  O\en	  the	  cooked	  resources	  are	  manageable	  and	  
can	  reside	  in	  such	  containers,	  facilita7ng	  easy	  
distribu7on	  and	  uptake:	  extensibility	  



Remaining	  issues	  
•  I	  have	  focused	  on	  adding	  value	  by	  providing	  
readily	  distributed	  and	  manipulated	  images	  of	  
complete	  analyses	  –	  bioc	  experimental	  data	  
packages	  

•  These	  are	  rela7vely	  costly	  to	  generate	  but	  
simplify	  checking,	  understanding,	  perturbing	  
what	  was	  done	  

•  How	  early	  in	  analysis	  should	  we	  be	  asking	  that	  
such	  images	  be	  present?	  	  Cost	  vs.	  benefit	  

•  Scripts+files+text	  documents	  can	  provide	  
equivalent	  informa7on	  but	  momentum	  can	  be	  
hard	  to	  develop	  


